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ABSTRACT:  Economic arguments for government intervention are usually justified by pathologies of social choice, not self-regarding choice.  Externality theory is the paradigmatic case.  But the growing “internalities” literature suggests individual choice may display pathologies similar to social choice, justifying similar interventions.  Internality theory currently stands where externality theory stood in 1960, before Ronald Coase’s seminal work on the subject.  This article applies post-1960 externality theory to the internality literature, emphasizing:  the reciprocal nature of internalities, the least-cost avoider principle, property rights, exchange, transaction costs, and comparative institutional analysis.  The lessons are applied to demonstrate potential adverse effects of Pigovian sin taxes.  
Paternalistic arguments advocate forcing or manipulating individuals to change their behavior for their own good, as distinct from the good of others.  Economists have tended to resist paternalistic arguments for two reasons.  First, most economists espouse subjectivism, the notion that preferences are individualized and not subject to objective refutation or comparison.  Second, they often endorse revealed preference, the notion that individuals’ behavior always reflects – more or less perfectly – their own subjective preferences.  Given these two premises, it follows that interventions designed to change an individual’s behavior for his own good, to the extent they affect his behavior at all, will change it for the worse by the individual’s own standards.
But the conventional wisdom no longer commands the support it once did.  Some economists have rejected revealed preference in favor of more fallibilist models of choice.  Simply put, individuals may have a systematic tendency, particularly in situations involving intertemporal choice, to pay too little attention to costs and benefits of decisions to themselves.  Or, to use a common phrasing of the problem, to their other selves.  If so, then interventionist policies could potentially make individuals better off even according to their own subjective preferences.
To put it another way, the old paternalism rejected by most economists said, “We know what’s best for you, and we’ll make you do it.”  The new paternalism says, “You know what’s best for you, and we’ll make you do it.”
  
The approach is clever for two reasons.  First, it apparently retains the axiom of subjectivity (while rejecting revealed preference).  Second, and perhaps more importantly, it draws on economists’ greater willingness to countenance interventions designed to deal with interpersonal problems, especially in cases where choices create costs and benefits to people other than the decision-maker.  By treating the individual as a multiplicity of selves, the new paternalism invites economists to import the theory of externalities into the analysis of individual choice.  This strategy is reflected in the popular use of the term “internality” for the failure of decision-makers to take full account of the costs or benefits of their choices to other (usually future) selves.  Herrnstein, et al. (1993) coined the term and defined it as “a within-person externality … which occurs when a person underweighs or ignores a consequence of his or her own behavior for him- or herself” (150).
As readers of this journal know well, the theory of externalities has undergone a radical transformation in the decades since the publication of Ronald Coase’s (1960) “The Problem of Social Cost.”  Prior to Coase’s article, externality theory followed the analysis of A. C. Pigou (1932).  Pigou argued that (a) private decision-makers will engage in inefficiently high (low) levels of activities that create external costs (benefits), and (b) that an appropriately chosen tax (subsidy) of the activity could correct the inefficiency.  Coase’s analysis threw a mighty wrench in Pigou’s analysis, forever altering externality theory.

Yet the theory of internalities continues to proceed on mostly Pigovian lines.  Exhibit A:  Gruber and Koszegi (2001), in the Quarterly Journal of Economics, contend that cigarette smoking produces negative internalities, argue that government policies “should depend not only on the externalities that smokers impose on others but also on the ‘internalities’ that smokers impose on themselves” (1261), and calculate that “there are sizable optimal ‘internality’ taxes on the order of $1 per pack or more” (1294).  No references to Coase or the post-“Social Cost” literature appear in their references; little attention is paid to Coasean insights.

Exhibit B:  O’Donoghue and Rabin (2003a), in AEA Papers & Proceedings, discuss “optimal sin taxes” designed to correct self-control problems, using the specific example of overeating.  In their not-yet-published extension of that article (O’Donoghue and Rabin 2003b), they note that “Since people with self-control problems impose negative externalities on their future selves – dubbed ‘negative internalities’… – the role that sin taxes play in our analysis is much like a Pigovian tax to correct negative externalities” (2, note 3).  References to Coase and his insights are again absent.
Other authors, like Camerer, et al. (2003) and Thaler and Sunstein (2003) have offered more tentative policy prescriptions, preferring instead to weaken the prima facie case against paternalism.  Recent research in behavioral economics, they say, “potentially broadens the scope of situations in which paternalistic policies could usefully be developed” (Camerer et al. 2003, 1214).  Still, they invoke the term “internalities” (1221, note 50) along with its hefty market-failure baggage:  “When consumers make errors, it as if they are imposing externalities on themselves because the decisions they make do not accurately reflect the benefits they derive” (1221).  The model deployed is straightforwardly Pigovian, again with no reference to the post-1960 law-and-economics literature.

A very few authors, often working outside economics, have come closer to applying Coasean insights to internalities.  George Ainslie (1992, 2001), in particular, comes tantalizingly close.  He regularly refers to an “internal marketplace” within the person (2001, 39), and he argues that choice emerges from a process of “bargaining” among the competing interests within the self (e.g., Ainslie 2001, 43-44).  Both phrases are suggestive of the transactional solutions to externality problems that figure so prominently in the Coase Theorem.  Yet Ainslie never invokes Coase’s more specific insights.  (Ainslie’s approach will be considered in more detail in section III.)

The intent of this article is to take internality theory seriously, at least for argument’s sake.  To do so involves exposing it to the same scrutiny to which externality theory has been exposed for the last several decades.  If the unified individual is a myth or an exaggeration – if a person really does consist of competing preference sets that can usefully be characterized as distinct selves – what follows?  Is there a prima facie case for paternalist intervention?  I propose to examine these questions through a Coasean lens, deploying the following concepts:  the reciprocal nature of internalities; the least-cost avoider principle; property rights and exchange; transaction costs; and comparative institutional analysis.  The lessons will be specifically applied to demonstrate the possible ill effects of a Pigovian sin tax.  In the process, I hope to demonstrate that the case for internality-correcting interventions is substantially weaker than it appears.
This article is intended as an internal critique.  It takes the concept of internalities as given (except when tensions within the literature require further clarification) and explores its logical and economic implications.  Accepting the article’s conclusions does not necessarily mean endorsing internality theory.  Readers who find internalities intuitively plausible may regard the article as a natural continuation (or correction) of the internality literature.  Others may regard the article as further evidence that internality theory is untenable.  Either conclusion would be consistent with the paper’s intent.
I.
The Reciprocal Nature of Internalities
“The question is commonly thought of as one in which A inflicts harm on B and what has to be decided is, How should we restrain A?  But this is wrong.  We are dealing with a problem of a reciprocal nature.  To avoid harm to B would be to inflict harm on A.  The real question that has to be decided is, Should A be allowed to harm B or should B be allowed to harm A?  The problem is to avoid the more serious harm.” (Coase 1960, 2)
Let us suppose the individual consists of more than one self.  One common approach says the individual contains many different selves, one present-oriented self for each moment in time and a single future-oriented self.  E.g., Thaler and Shefrin (1981) refer to many present “doer” selves and a single forward-looking “planner” self.
  An alternative (and not always clearly distinguished) approach imagines just two selves, a single present-oriented self and a single future-oriented self.  For now, I will simplify by considering just two selves, a short-run self and a long-run self (which may be interpreted as the agent of future short-run selves).
The typical analysis observes that the short-run self can take actions, like smoking or overeating, that will harm the interests of the long-run self.  He may also take actions, like exercising or visiting the dentist, that will benefit the future self.  Insofar as the short-run self does not concern itself with such future costs and benefits, they constitute negative and positive internalities.  The short-run self therefore engages in too much of the harmful activities and too little of the beneficial activities, at the expense of the long-run self.  For simplicity, I will focus on the harmful activities.
The approach just described is essentially Pigovian.  It regards one actor, the short-run self, as the sole cause of the harm, and the other actor or actors, the long-run self or all future short-run selves, as the passive victims of that harm.  As Coase observed in the quotation above, that analysis is one-sided.  True, allowing the present self to smoke or overeat means harming the future self.  But by the same token, preventing smoking or overeating on behalf of the future self means harming the present self.

To take the notion of multiple selves seriously, the analysis must consider both sets of interests or preferences.  We may not assume that the long-run self’s interests somehow supercede those of the short-run self, as that would involve choosing one preference set over another – thereby violating the axiom of subjectivity.  Thus, it would not be appropriate to adopt policies solely on grounds that they advance the interests of the long-run self.

As Coase observes, the real problem is to avoid the more serious harm.  But nothing about the situation, certainly not the fact that the short-run self may impose harm on the long-run self, shows that the long-run harm exceeds the short-run harm.  This becomes apparent if we consider that the long-run self might also have the capacity to harm the short-run self by adopting self-control devices – e.g., flushing cigarettes down the toilet, refusing to allow ice cream in the house, checking into a clinic, and so on.  The future long-run self may also impose the cost of guilt on the present self.
  Such actions help the long-run self at the expense of the short-run self.  Given the reciprocal nature of the problem, and having no further information, we could just as easily conclude that the long-run self imposes internalities on the short-run self that require correction.  Perhaps we should tax weight-loss clinics.
Going a step further, we could observe that future-oriented selves sometimes induce behaviors that, at least to outside observers, appear excessive.  In contrast to the obese and the profligate, whose short-run selves constantly trump their long-run selves, we might – like Cowen (1993) and Ainslie (2001, 115) – point to the misers, workaholics, and anorexics for whom the reverse appears to be true.  Even among “normal” individuals, Heath and Soll (1996) observe that excessive self-control efforts can lead to underconsumption of desirable things.  Perhaps we should subsidize Krispy Kreme.

Or, following Coase, we could recognize that harm is a two-way street.  The existence of an interactive effect does not, in itself, tell us that an inefficiency exists; nor, given an inefficiency, does it tell us the direction of its effect.
Internality theorists often – e.g., O’Donoghue and Rabin (1999), Ainslie (1993, 2001) – tie internalities to hyperbolic or quasi-hyperbolic discounting.  Unlike exponential discounters, who apply a constant rate of time-discounting between time periods, hyperbolic discounters apply an additional discount to time periods other than the present.  This phenomenon can be captured simply in the following quasi-hyperbolic
 utility function:  
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where β < 1 and δ < 1.  From this utility function, it can easily be shown that the agent’s marginal rate of substitution between utility in any two successive future periods is δ, but the marginal rate of substitution is βδ if one of the two periods compared is the present.  The parameter β represents the agent’s degree of present-bias.

Hyberbolic discounting dovetails nicely with internality theory, because the agent’s present-bias can be attributed to the present self’s inattention to costs and benefits experienced by future selves.  However, the same analysis can be used to demonstrate the reciprocal nature of externalities.  The hyberbolic utility function could be corrected to make it exponential in two distinct ways.  First, β could be raised to equal one (or the agent could be forced or manipulated to behave as though it were).  Then the agent’s effective utility function would be:
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Second, the agent’s standard discount factor, applied to comparisons of future periods, could be lowered from δ to βδ.  Then the agent’s utility function would be:
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Either way, the agent would exhibit exponential discounting.  Theorists who employ hyperbolic discounting nearly always assume the “correct” utility function is the first one – presumably reflecting a belief that it’s better to be foresighted.  O’Donoghue and Rabin (2003b, 5), for instance, calculate “optimal behavior,” defined as “that [which] maximizes long-run well-being,” by applying the utility function in which β equals one.  Gruber and Koszegi (2001, 1287) “take the agent’s long-run preferences as those relevant for social welfare maximization.”  If the reciprocal nature of internalities is taken seriously, that assumption cannot stand.  Either approach to correcting the hyperbolic discounter’s utility function assists one preference set by harming another.
And what about the miser, the workaholic, and the anorexic?  They could be characterized as persons for whom β > 1.  For these characters as well, the utility function could be corrected in two ways – one that privileges the future-oriented self over the present, one that does the reverse.

The utility function above is quasi-hyperbolic, meaning that successive future periods are still discounted constantly relative to each other.  The dilemma only grows larger if we posit true hyperbolic discounting, which involves increasing levels of discounting between any two periods as the nearer of the two periods approaches the present, as in the following utility function:


[image: image4.wmf]å

=

-

+

+

=

T

t

s

s

T

t

t

t

u

s

u

u

u

U

a

g

a

/

1

)

1

(

)

,...,

,

(


where ( > 0 and ( > 0.  In this sort of function, there are infinitely many different marginal rates of substitution between periods, depending on how far in the future the periods are.  For example, if ( = ( =1, then the marginal rate of substitution between period 1 and period 0 is ½, between period 2 and period 1 it is ⅔, between period 3 and 2 it is ¾, and so on.  Any one of these rates could be used as the baseline for a “correction” of all the others to produce exponential discounting.  Note that the marginal rate of substitution approaches one as time goes to infinity, so that picking the maximally foresighted (one might say farsighted) discount factor, as per O’Donoghue and Rabin (2003b) and Gruber and Koszegi (2001), would mean not discounting at all.  
Thus, there exist at least two and possibly an infinite number of ways to transform hyperbolic discounting into exponential discounting.  In championing one correction over the other(s), internality theorists do not merely reject revealed preference – they choose among alternative utility functions held by different “selves,” and thereby implicitly reject subjectivism as well.  And that rejection makes the prior rejection of revealed preference superfluous, since each self acts in concert with its own utility function.  
II.  The Least-Cost Avoider Principle
“Suppose that those who suffer the damage could avoid it by moving to other locations or by taking various precautions which would cost them [less than the polluter’s avoidance cost].  Then there would be a gain in the value of production … if the factory continued to emit its smoke and those now in the district moved elsewhere or made other adjustments to avoid the damage.” (Coase 1960, 41)

The fact that two (or more) parties contribute to the existence of harm directs our attention to another fact:  typically, there exists more than one means of averting the harm.  The object is to induce action by the least-cost avoider of harm.
Consider a classic externality story:  a cement factory spews dust on the residences that surround it.
  A simple Pigovian analysis says the factory creates harm to the residents, and therefore it ought to be taxed (at a rate equal to the marginal external damage attributable to dust).  A Coasean analysis points out that the dust nuisance might be avoided or reduced in more than one way.  The factory could shut down or reduce its production.  Alternatively, the residents could move away or not move there in the first place, or they could act to mitigate dust’s impact (by not hanging their washing outdoors, for instance).  Which course of action ought to be taken?  Nothing in the situation’s description tells us the answer.  For some parameter values, action by the factory is more efficient, while for other parameter values, action by the residents is more efficient.  In the latter case, where the residents are the least-cost avoiders, a tax on the factory would not improve the situation.  The tax would tend to reduce the factory’s production, even though the value of the lost production exceeds the cost to the residents of averting the same harm.

Analogously, the harm due to an internality might be avoided in more than one way.  The short-run self could reduce its Twinkie consumption, eat a Twinkie Lite instead, or have it with a Diet Coke instead of a Coke.  Alternatively, the long-run self could adopt measures designed to reduce the Twinkie’s future effects.  It could, for instance, commit to exercising more often (or more vigorously) by joining a gym or making agreements with work-out partners.  (Of course, doing so means constraining the behavior of short-run selves to come – but recall that the “long-run self” is the agent of such selves, although it will no longer be so once they “arrive” in the present.)  Or the future-oriented self might resign itself to taking heart medications.  Which route is most efficient depends on the parameter values.  If the future-oriented self were the least-cost avoider, a Twinkie tax would not improve matters.  It would induce the present self to eat fewer Twinkies, even though the future self could have avoided or reduced the harm at lower cost.  
Returning to the cement factory example, there is a third outcome that might, depending on the parameters, prove efficient:  doing nothing.  If the value of the factory’s output (which would be lost if the factory shut down) is greater than the damage done, and any avoidance measures by the factory or residents would impose costs greater than the damage avoided, then it makes sense to create dust with no avoidance measures at all.  Analogously, if the value of the Twinkie to the short-run self is greater than the damage done to the long-run self, and avoidance measures by either self involve costs higher than the damage, it makes sense to eat the Twinkies without countermeasures.
  
Finally, it is worth noting that the standard Pigovian argument for a tax or subsidy depends on the existence of a marginal externality – that is, an external effect that occurs as a result of the last unit of the activity.  Inframarginal externalities require no correction.  To take a simple example:  if the external cost imposed by a factory were a fixed cost of production, e.g., the smokestacks obstruct a beautiful mountain view, then so long as it’s efficient to have the factory open at all, then the externality does not affect the efficient level of output.  Similarly, some personal behaviors may produce irrelevant internalities.  If the present self enjoys exercise for its own sake, for instance, then the person may exercise enough that the positive internalities to future selves have been exhausted at the margin.
III.
Property Rights and Exchange
“It is always possible to modify by transactions on the market the initial legal delimitation of rights.  And, of course, if such market transactions are costless, such a rearrangement of rights will always take place if it would lead to an increase in the value of production” (Coase 1960, 15).

Assuming the harm exceeds the avoidance cost, what can induce the least-cost avoider to take the appropriate action?  Coase suggests the possibility of transactions between the parties.  If the cement factory is the least-cost avoider, but the factory is allowed by law to pollute, the residents can pay the factory to shut down or cut back production.  Could a similar solution apply to internalities?

Schelling (1984), one of the few authors to recognize the relevance of Coasean reasoning to self-control, argues against the bargaining solution because the selves cannot meet:

An unusual characteristic of these two selves, if you will permit me to call them selves, is that it is hard to get them to sit down together.  They do not exist simultaneously.  Compromises are limited, if not precluded, by the absence of any internal mediator.  … For this reason we should expect outcomes that occasionally appear Pareto nonoptimal compared with the bargains they might like to strike… (Schelling 1984, 7)

But is it really true that the two selves do not exist simultaneously?  Casual introspection tells us otherwise.  Whose voice whispers in one’s ear, “A second on the lips, a lifetime on the hips?”  Most of us experience the tension between the selves’ different interests every time – or at least some of the times – that we face an intertemporal trade-off.
Colluding for Mutual Gain
To hypothesize further about bargaining amongst the selves, we need to know something about the initial endowment of decision-making power over the different selves – that is, the allocation of property rights.  Ainslie (2001) assumes, at least implicitly, that the short-run self always has the exclusive right (or power) to make short-run decisions.  Today’s choice is made by today’s self, tomorrow’s choice by tomorrow’s self, etc.  In this situation, we would expect a purely self-interested self to engage in no future-oriented behavior whatsoever.  In reality, we observe that present actions do reflect some regard for future consequences.  In the quasi-hyperbolic utility function, such regard is reflected in the fact that β is greater than zero.  The present self cares about future selves, but not to the extent necessary to effect exponential discounting.  Below, I will consider the possibility that regard for the future implies that some bargain or compromise has already taken place.  But in Ainslie’s approach, the regard of the present self for future selves is taken as a kind of intrapersonal altruism.  
Ainslie (2001, 90-95) argues that a person’s internal selves can reach a bargain that induces present selves to constrain their behavior on behalf of future selves.  (Elster [1985, 256-60], drawing on Ainslie, describes intrapersonal bargaining in similar terms.)  The intrapersonal bargaining solution closely resembles the cooperative solution to a repeated prisoners’ dilemma game.  One well-known device for inducing cooperation in a repeated prisoners’ dilemma is the trigger strategy:  each player plans to cooperate until any other player defects, and then to defect thereafter.  During any stage of the game, a player may be tempted to seize a large short-term gain by defecting.  But doing so will cause a series of defections by everyone else, leading to losses whose present value swamps the short-term gain.  Thus, cooperation is sustained.  Similarly, in Ainslie’s bargaining model, all selves plan to cooperate – by refraining from overeating, for instance – unless any prior self has defected.  The present self may be tempted to seize a short-run gain, but knows that doing so will set in motion a series of defections by future selves.  If the present self were entirely self-interested, this would not matter.  But since the present self does have a (hyperbolically discounted) interest in the well-being of future selves, the threat of future losses swamps the gain from defection in the present.
  
The key to Ainslie’s solution is that the cooperative equilibrium effectively confront the present self with a “package deal.”  If the present self weighed the benefit of overeating just this once against the small and hyperbolically discounted cost of overeating just this once, it would choose to indulge.  But the trigger strategies adopted by the other selves make it impossible to overeat just once; overeating triggers more overeating.  The relevant cost is therefore the hyperbolically discounted cost of overeating repeatedly, which induces the present self to abstain.
Personal rules help to define the “collusive” behavior expected of the selves.  Bright-line rules, in particular, are valuable as precedents because they can clearly indicate when a present self has chosen to defect from the agreement.  Ainslie sees “[r]ationalizations, blind spots, and circumscribed lapse districts” as exceptions to the rules that can “defeat your resolutions” (189).  He attributes the problem of backsliding to the temptation to make exceptions (Ainslie 1996).  Yet those exceptions sometimes have a silver lining:  “the resulting loss of reward may be mitigated or sometimes reversed by its stimulation of your appetite” (ibid.).

Ainslie’s model of intrapersonal bargaining closely resembles a private solution to a public good problem:  each self makes a sacrifice, in return for the gains from the sacrifices of all the other selves.  Such bargaining is in the spirit of the Coase theorem, as it shows private parties finding ways to exploit Pareto-gains.  But can we imagine other, simpler intrapersonal bargains?
Establishing Property Boundaries
As an alternative, suppose (contra Ainslie) that the present self does not have exclusive decision-making rights.  Rather than representing a temporal locus of control, the present self represents certain interests with a more immediate payoff, while the future self (conceived as the agent of present selves to come) represents interests with a more distant payoff.  The two selves exercise joint decision rights over the person.  This approach treats the body as a kind of common asset, over which the selves seek to exert control.

In this situation, war is one possible outcome.
  Each self seeks to advance its own interests while sabotaging the other.  The present self searches for chances to overindulge in food, drink, sex, spending, etc.  The future self finds ways to limit the present self’s pleasure – by ridding the household of snacks, flushing cigarettes down the toilet, signing up for automatic savings plan contributions.  The future self may also spoil the present self’s pleasure by creating guilt, or by imposing “oversight” and planning on activities whose fun derives from their spontaneity.
War is costly to both parties.  The present self consumes with attenuated pleasure.  The future self’s expenditures on enforcement measures diminish the gains from satisfying its more distant interests. As a result, each self could prefer a negotiated outcome.  The bargain takes the form of a redistribution of property rights:  instead of both selves exercising control at the same time, each self cedes control over certain kinds of decisions in exchange for exclusive control over others.
Commonplace experience affirms that different interests tend to operate in different circumstances.  Individuals adopt rules of self-control such as, “I will only smoke in social situations,” “I will not drink alone,” “I will not eat after midnight,” “I can ignore my diet while on vacation.”  Obviously, such personal rules proscribe behavior, and so they are typically interpreted as tools of one’s long-run interests.  Yet the rules are as notable for what they allow as for what they prohibit.  Within specified zones, they enable the individual to “let loose” and enjoy life’s pleasures without guilt and oversight.  An even better example of a personal rule that both constrains and enables is the establishment of separate budgets or accounts for particular activities, such as when a gambler creates a personal gambling fund.  While the fund limits total losses from gambling, it also enables the gambler to gamble freely without worrying about the effects of (sufficiently small) losses on other kinds of consumption.  Personal rules like these may represent a mutually beneficial exchange between the present and future selves.
Ample empirical research confirms that people employ mental accounts as a means of establishing boundaries; see Thaler (1985).  Heath and Soll (1996) show that people divide their total resources into “separate mental accounts (e.g., entertainment or household expenses) and then track expenses against the budgets” (40).  Wertenbroch (1998) observes that people ration their consumption of both “virtue” and “vice.”  Kivetz and Simonson (2002b) provide what is likely the best evidence that separate mental accounts enable as well as limit consumption:  people will deliberately precommit to indulgence by (for instance) choosing luxuries over necessities or cash as lottery prizes.  
Here, as in Ainslie’s model, personal rules assist in the enforcement of an intrapersonal bargain.  Unlike in Ainslie’s model, the “exceptions” are an integral part of the bargain itself; they are the present self’s compensation.  For Ainslie, the present self’s motivation arises solely from the gain to future selves, in which the present self has an altruistic (and hyperbolically discounted) interest.  The urge to make exceptions to the general rule of limiting indulgence constitutes a threat to the rule.  But in the present model, the exceptions allow the agreement to occur at all.
Intrapersonal Bargaining:  Mutually Beneficial Exchange
If the present and future selves value goods or activities on more than one dimension, then we can imagine yet another kind of intrapersonal bargain.  For this kind of bargaining to work, we must imagine that selves possess some form of non-joint property rights, either because they have established them through a prior agreement as outlined above, or because they possess such property rights inherently.  Suppose, for instance, there are two dimensions of choice:  money (present versus future consumption) and food (present indulgence versus future health).  And suppose the initial endowment is such that the future self has greater control over financial decisions, while the present self has greater control over eating decisions.  The future self could offer the present self a deal:  don’t eat that fried chicken, and buy a (more expensive) CD instead.  The present self exchanges eating pleasure for listening pleasure.  The future self exchanges money (the price of the CD plus interest) for health.  I will omit the Edgeworth diagram.
Again, ample evidence supports the idea of intrapersonal exchange.  Kivetz and Simonson (2002a) find that people are most likely to choose luxury rewards for frequency programs when they have exerted more effort to obtain the rewards (159), and they are also more likely to choose luxury rewards when the necessary efforts related to work rather than pleasure (162-3) – e.g., using frequent flier miles for pleasure travel if they were earned via business travel.  People also engage in self-gifting to reward themselves for virtuous behavior (Mick and DeMoss [1990], Mick [1991], Mick [1996]); such gifts often perform an “exchange” function by acting as “self-contracts in which the reciprocity for the gift is also personal effort and achievement” (Mick and Demoss 1990, 326).  Bandura and Perloff (1967) and Bandura and Schunk (1981) both demonstrate the efficacy of self-imposed reward schemes in motivating greater effort and performance.
The three modes of bargaining described here – collusion, establishment of property rights, and exchange – need not be mutually exclusive, of course.  Just as altruism and self-interest both operate in the interpersonal sphere, they may also both operate in the intrapersonal sphere. A limited degree of intrapersonal altruism could allow for Ainslie-style agreements enforced by trigger mechanisms, while still allowing room for “détente” agreements to avoid costly wars between competing present and future interests.  
IV.
Transaction Costs
“In order to carry out a market transaction, it is necessary to discovery who it is that one wishes to deal with, to inform people that one wishes to deal and on what terms, to conduct negotiations leading up to a bargain, to draw up the contract, to undertake the inspection needed to make sure that the terms of the contract are being observed, and so on.”  (Coase 1960, 15)

Given the multiple possibilities for bargaining and exchange among one’s selves, what might obstruct an efficient intrapersonal bargaining outcome?  In the Coasean framework, the usual answer is high transaction costs.  Such costs arise from various sources, but the following seem especially applicable to intrapersonal bargaining:
Ill-defined property rights.  As the discussion above indicates, it is not entirely clear what control over the body different selves have initially.  The resultant confusion over the starting point of negotiations need not be insurmountable, but it will tend to increase the cost of reaching agreement.
Difficulty of contract enforcement.  Most intrapersonal agreements must be enforced internally, as the legal apparatus of contract enforcement is not usually available.  This does not rule out exchanges entirely, but it does mean bargaining selves must subsist on mechanisms that are typically less reliable:  repeated dealings and reputation.  A virtue of Ainslie’s bargaining model is that it explicitly incorporates the problem of enforcement, with the solution depending on each self’s interest in sustaining cooperation in the future.  The other forms of bargaining suggested here might be enforced by similar means.  If one self persistently violates the terms of its agreements, it signals to other selves its lack of reliability, thus reducing their willingness to make future deals with the violator.  The potential violator, realizing this, has reason not to act opportunistically.
The viability of repeated dealings and reputation as modes of contract enforcement depends on the open-ended character of the situation.  When the cessation of interaction becomes imminent, “end-game” behaviors can lead to the breakdown of bargaining solutions in both interpersonal and intrapersonal contexts.  We might, therefore, expect less self-constraint on the part of people whose lives are coming to an end (though a rational unitary self would also engage in greater indulgence under the same circumstances).  Also, agreements require adequate policing.  Ameriks, et al. (2003) identify “monitoring abilities” as one of the skills that enable households to reign in excessive spending to save more money (1011).  Presumably, someone with better monitoring skills can monitor intrapersonal agreements at lower cost.
Although legal enforcement is usually unavailable, other forms of external enforcement do exist.  Ainslie (2001, 74-76) refers to such means as “extrapsychic commitments,” a category that includes joining Alcoholics Anonymous and Weight Watchers to enlist the support of other people, or advertising one’s resolutions to friends and family.  Precommitments can also help to enforce contracts by making deviation impossible or very costly.  Such commitments include deadlines (Ariely and Wertenbroch [2002]) and automatic savings plan deductions (Benartzi and Thaler [2004]), as well as the various tactics mentioned earlier, such as banning fatty foods from the household.  Commitments that bind future selves while exempting present or near-present selves, such as savings plans that kick in only after a delay, are akin to contracts for provision of public goods that exempt the most likely “honest hold-outs.”
Bilateral monopoly.  Only the present self can sell its resistance to indulgence, and only the future self (or selves) would want to buy it.  Likewise, only the future self can sell its forbearance from guilt creation and supervision, and only the present self would want to buy it.  There might exist substantial gains from trade between the selves – a large pie to divide, with many possible divisions.  Competition tends to reduce the bargaining range in such situations and speed the bargaining process, but bargainers in a bilateral monopoly may be willing to let some gains go to waste in order to get a larger share of the remaining gains.  As Elster (1985, 247) puts it, “The bargaining problem arises when and because there are several ways of achieving cooperation and preventing mutually destructive competition and anarchy. … My argument is that the very plurality of cooperative arrangements may prevent any of them from being realized.”
Other sources of transaction costs.  While the above sources of transaction costs will impede efficient bargains in intrapersonal contexts, some varieties of transaction costs are notably small or absent.  First, transaction costs can arise from the need to coordinate a large and ill-defined class of people (e.g., all those harmed by a factory’s air pollution).  But while a person can be characterized as many selves – one at each point in time – their negotiation usually takes the form of a simple two-party interaction:  present versus future self.  There is also no problem of identifying and contacting all relevant parties.

Second, transaction costs can arise from the parties’ lack of information about each other.  A bargainer may, for instance, hold out for a larger share of gains from trade simply because he thinks the other party’s valuation of the trade is higher than it actually is.  In the intrapersonal context, such as problem is less likely.  While it is conceivable that selves may lack perfect knowledge of each other (as in Benabou and Tirole’s [2004] model, which incorporates imperfect recall), such knowledge will still be markedly greater than that possessed by different people in an interpersonal context.  Hiding or falsification of information cannot be accomplished as easily, given that both selves have access to the same mind.
V.
Comparative Institutional Analysis
“There is, of course, a further alternative, which is to do nothing about the problem at all.  And given that the costs involved in solving the problem by regulations issued by the governmental administrative machine will often be heavy (particularly if the costs are interpreted to include all the consequences which follow from the government engaging in this kind of activity), it will no doubt be commonly the case that the gain which would come from regulating the actions which give rise to the harmful effects will be less than the costs involved in governmental regulation.” (Coase 1960, 18)

If intrapersonal transaction costs are positive, it stands to reason that not all beneficial intrapersonal agreements will come to pass.  Some inefficiencies of choice will occur.  Does it follow that some form of paternalist intervention would correct the problem?  A Coasean analysis argues otherwise.  This is so for two related reasons.

First, even when transaction costs are positive, not all transactions will be deterred.  Consequently, we should expect that internalities will, to some degree, already have been addressed through intrapersonal bargaining.  Interventions could thwart or supercede such bargains.  In addition, new bargains will be struck in a different regulatory environment, so we have to ask whether the new bargains will be preferable to the old ones.
Second, interventions have problems of their own.  Just as it incomplete to argue that a market failure alone justifies economic regulation, it is incomplete to argue a failure of individual choice justifies paternalist regulation.  In both cases, the possibility of government failure must be taken into account.  Governments may lack the information, the incentives, or both to make wise regulatory decisions.  To make these arguments more concrete, we need to consider specific proposals.  Here, I will focus on the most obvious and commonly suggested proposal for controlling internalities:  the fat tax.  More generally, the analysis here will apply to any “sin” tax designed to induce individuals to make better personal health decisions.  
Coase + Pigou = Trouble:  The Interaction of Taxes and Private Bargaining
For simplicity, suppose the present self has full decision rights over all eating decisions, and that all costs of eating fall on the future self (in other words, all costs are external costs).  For now, suppose that present selves are not altruistic toward future selves, and that all cooperation between the selves is brought about through exchanges of decision rights.  Finally, assume that utility is intrapersonally comparable, either directly or in terms of some numeraire (such as money), so that it is meaningful to discuss the efficiency of outcomes.  Consider three cases:
(i)  Transaction costs are zero; the selves can reach and enforce internal bargains without cost.  In this case, an optimal outcome would occur without the tax.  Figure 1 depicts the situation.  MB is the marginal benefit of eating to the present self, MC the marginal cost of eating to the future self.  A naïve analysis would say the present self will consume up to the point x’, while the efficient consumption would be x*.  But in fact, the present self will only consume x*.  For any unit of consumption for which MC > MB, the future self would pay the present self (say, with rewards of another variety) some value in between MC and MB to refrain from consuming that unit.  The total gains from trade are shown by area A.  The exact division of the gains from trade would be determined by the selves’ relative bargaining powers.  
But imagine a tax is imposed anyway, in the mistaken belief that internal bargaining does not occur.  The optimal per-unit tax given this belief would be equal to MC at the last unit consumed at x*.  Suppose the tax revenue is simply taken by the government, or rebated or spent in a fashion that does not affect the incentives of either self; and suppose the tax is imposed on the present self.  Now the present self will perceive a reduced marginal benefit of MB – T.  The selves will strike a new bargain any time that MC > MB – T.  In such cases, the present self will accept inducements from the future self not to consume even if MB > MC.  These illusory gains from trade
 are illustrated by area B in Figure 1.  The result will be too little consumption of food.  This is shown by the point xt, with a corresponding dead-weight loss equal to area C.
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The benefits of tax avoidance (that is, the illusory gains from trade) are shared by both the present and future selves.  Again, their relative shares will depend on relative bargaining power (affected by, among other things, the relative elasticity of MB and MC).  The imposition of the tax also creates a wealth effect, however, because it changes the initial (pre-bargaining) distribution of property rights between the present and future selves.  For some units of consumption, the future self will no longer need to buy off the present self, because the present self would not wish to consume them even without a payment.  As a result, the tax effects a welfare shift from the present to the future self.  This does not, however, imply any improvement in overall satisfaction. The shifted welfare is some fraction of area A.
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Sin Tax on Activity by Present Self

Tax Paid from “Present Budget”

A = gains from trade, pre-tax

B = “illusory” gains from trade, post-tax

C = dead weight loss from low activity level



And what if the tax does not fall entirely on the present self, but can instead be shifted to the future self?  Tax payments need not be drawn from a “present fund” of money possessed by the present self.  If the present self has some degree of control over financial decisions, then it could simply incur debt whose cost will be borne by the future self.  As an extreme, suppose the entire tax burden can be passed on to the future self; then the future self will experience a cost of MC + T per unit of consumption (or more, on the plausible assumption that debt accrues interest).  The resulting situation is depicted in Figure 2.  The future self willingly pays or induces the present self to reduce its activity whenever MB < MC + T, even if MB > MC.  Again, the result is too little consumption – indeed, an amount of consumption identical to the prior case in which the tax was paid by the present self (designated xt).  Again, the analysis mimics traditional tax-incidence analysis.  However, in this case, the welfare-shifting effect from the alteration of initial property rights does not occur (although the future self will have to make larger payments to the present self in the bargaining process, given the larger total gains from trade plus illusory gains from trade).

(ii)  Transaction costs are prohibitively high.  In this case, a tax could conceivably improve efficiency, if the tax is set equal to MC (when all costs of consumption are felt by the future self).  The tax forces the present self to consider the cost to the future self and act efficiently.  The analysis is complicated, however, by the question of which self must pay the tax.  If the tax falls entirely on the present self, as though taken from a “present fund” of money unavailable for future use, then (as before) the tax effects a welfare shift from the present to the future self.  This is the ideal case for the fat-tax advocate.

On the other hand, if the present self can offload the tax to the future self by going into debt or depleting savings, then the tax has no impact on the present self’s consumption.  The tax is experienced by the future self as an increase in the MC of consumption – but by supposition, high transaction costs prevent this cost from being experienced by the present self as forgone payments.  In addition, the tax revenue is lost to the future self.  The future self actually ends up worse off, unless the revenues are rebated or spent in a way that benefits only the future self.  
(iii)  Transaction costs are positive but not prohibitive.  This case lies on the spectrum between cases (i) and (ii) and will exhibit characteristics of both.  The key insight is that some, though probably not all, of the present self’s future costs will already have been internalized through intrapersonal bargains.  Any tax that fails to account for such internalization, or to account for it fully, will be too large and thus have effects similar to those outlined in case (i).  In addition, if the present self can shift taxes to the future self, the policy will tend to diminish the future self’s welfare.

Unraveling Intrapersonal Bargains
The analysis thus far has proceeded on the assumption that bargains between the present and future self are struck in a precise manner, corresponding to exact quantities of consumption.  But as the earlier discussion suggests, bargains are likely to take the form of personal rules that divide up or reallocate decision-making power.  Rather than specifying the number of fat calories the present self may consume, the rule might specify times and place when the present self may freely consume fat and other circumstances where it may not.  

The effects of a fat tax on idiosyncratic bargains of this kind are more difficult to parse.  In the short run, existing personal rules will likely persist.  Especially when transaction costs are high, bargainers have an interest in maintaining existing agreements in order to economize on such costs and avoid a breakdown in the relationship, even if those agreements are no longer optimal.  The present self may continue eating fatty foods only on weekends and vacations, for example.  This could occur even though it would make sense, given the tax, to shrink the set of allowed indulgence zones.  If the present arrangement is already efficient or near-efficient, this persistence could be desirable.  If high transaction costs prevented the achievement of efficiency to begin with, the persistence would be undesirable, though the tax does not aggravate the situation (except by reducing the selves’ income).  

Eventually, however, the selves will likely try to renegotiate their arrangement.  To minimize the tax’s impact, they will find it in their interests to reduce their level of consumption, just as described above.  They will want to find a new set of personal rules that will approximate the desired level of consumption, which may be difficult to do (perhaps indulgence is allowed only every other weekend, or only on Sundays?).  In any case, whatever new rules appear may or may not improve the overall welfare of the selves.  To the extent that the tax falls on only the present self’s income and transaction costs prevent the negotiation of efficient personal rules in the absence of the tax, the tax will tend to induce better personal rules.  But if transaction costs are low enough that the selves eventually tend to arrive at near-efficient rules absent the tax, the tax will tend to reduce consumption below the optimal level.  And if transaction costs are high while the present self can offload the tax to the future, the tax will reduce the future self’s income while failing to reduce the present self’s overconsumption.
Intrapersonal Altruism
The analysis above proceeded on the assumption of no intrapersonal altruism.  To induce the present self to restrain itself, the future self had to offer inducements in terms of other goods.  But what happens if the present self cares about the future self to some degree, albeit not enough or in a hyperbolically discounted fashion?

Altruism provides another means of internalizing costs imposed on one’s future selves.  Just as moral rules can limit the ill effects of traditional externalities, altruism limits the ill effects of internalities.  Some of the cost of one’s present consumption on future selves is felt by the present self, inducing him to reduce his consumption without a side payment.  

Buchanan (1969, 76-80) discusses the implications of altruism or concern for others for the traditional theory of externalities.  If a Pigovian tax is set optimally – that is, equal to the measurable external cost imposed on others – when altruism has already accounted for some or all of the external effect, the result will be too little of the activity in question taking place.  This result mirrors closely the earlier result, that a Pigovian tax in the presence of internal Coasean bargaining can cause too little consumption.  The same conclusion applies when internal cooperation is brought about by altruism instead of bargaining.  

Moreover, Buchanan observes that the tax may offset the valuation that an individual places on the welfare of his neighbors:  “My internal opportunity-cost components may be modified by the imposition of the tax.  If I am fully aware that I am being taxed for the express reason that my behavior exerts the external economy, I may reduce the valuation that I place on my neighbor’s forgone enjoyment…” (1969, 78).  Again, the argument transfers, mutatis mutandis, to the case of intrapersonal altruism.  The present self who takes into account the future self’s welfare may be less inclined to do so when it perceives the tax as already having done the job for him.  This may occur even if the present self’s regard for the future self is insufficiently high to solve the problem on its own.  If the tax displaces the altruistic motive rather than augmenting it, then the tax may have no effect other than to reduce the individual’s income.  
Information and Incentives
Given the difficulties outlined above, would-be paternalist regulators have an unenviable job before them.  Even without Coasean considerations, optimal taxation of internality-producing behavior would be no simple task.  The optimal tax would be equal to the marginal cost of the behavior on future selves.  To calculate this amount, regulators would first need to find the “true” rate of time-discounting, presumably calculated as the rate of discounting applied when comparing two future periods (rather than the present versus the future).  The problem, as noted earlier, is that even the rate of discount between future periods can change if preferences are truly hyperbolic, instead of quasi-hyperbolic.  The “true” rate of time-discounting is a phantom.  
But suppose the regulators somehow found the “right” discount rate.  Even then, the regulators would need to discern the degree to which agents have already internalized the internalities in question via intrapersonal bargaining.  Such information will not be readily available.  The phenomenon of hyperbolic discounting has been identified primarily under laboratory conditions, in which test subjects are presented with stylized choice situations (e.g., “Would you prefer $10 now or $20 in a year?  Would you prefer $10 a year from now or $20 two years from now?”).  Discount rates estimated based on such experiments will not necessarily, or even probably, match the implied discount rates of people in real-world situations.  The actual devices people use to define and enforce intrapersonal bargains, and thus to induce more future-oriented behavior, most often involve personal rules based on circumstances (e.g., “Am I in a bar right now?  Am I on vacation?”).  
Moreover, even if regulators could discern both the “right” rate of discounting as well as the realized rates of discounting implicit in people’s behavior, they would still face the daunting task of estimating the degree to which compensating behaviors of the regulated will undermine their policies’ intended results.  Since people may change their choice process in response to policy changes – by reducing their degree of altruism, by altering the terms of their internal agreements – it follows that realized rates of discount will be endogenous to the policy choice.

Furthermore, people are heterogeneous – in their degree of internal altruism, in the magnitude of their internal transaction costs, in the type of personal rules available and attractive to them.  Any one-size-fits-all policy will necessarily be efficient only for a fraction of the public at best.  Others will be unaffected, or affected adversely by being manipulated into suboptimal consumption, or affected too little because the policy doesn’t go far enough.  Any attempt to improve the policy’s effectiveness vis-à-vis the latter group will have undesired and often unexpected consequences on the other groups.  

And with all these informational difficulties, we have not even begun to ask whether regulators will have the appropriate incentives to find the correct answers and implement them.

Conclusions
The theory of internalities is modeled on the theory of externalities.  If internality theory is to be taken seriously, then, it must incorporate at least some of the lessons learned in the last half-century of research into externalities.  This paper is a step in that direction.  
Internalities, like externalities, are reciprocal in nature:  to help one party or self is to harm another, and vice versa.  Internality theorists cannot blithely assume, when the present self imposes costs on the future self, that the outcome is necessarily inefficient.  Preventing harm to the future self might involve even greater harm to the present self.  Nor is it valid to assume, when there is an inconsistency between preference sets, that the future self’s preferences – as represented, say, by a lower rate of time discounting – are necessarily superior to those of the present self.  There exist multiple means of “correcting” the inconsistency, not all of which favor the future self’s interests.
Internality theorists also should pay attention to the existence of multiple means of solving the same problem.  Even if the present self can reduce or eliminate a harm by changing its behavior, and even if the cost of doing so is less than the gain, it does not follow that the present self’s behavior ought to change.  The future self might be capable of diminishing the harm at lower cost by some other means.

Internality theory also must incorporate the possibility of transactions or bargains between selves.  Any inefficiency provides the incentive for its own solution, if the parties (selves) involved can find a way to share in the gains from solving it.  The personal rules and constraints that internality theorists sometimes point to as evidence of internal conflict – which they propose to address via paternalist regulation – may in fact represent the resolution of conflict, the means by which different selves’ interests are reconciled.

Of course, high transaction costs will impede some beneficial transactions among selves, so we should not expect individuals’ actions to map those of a perfectly consistent and integrated self.  Still, paternalist solutions might do the job no better.  Indeed, they will make matters worse if paternalist regulators do not adequately account for the partial solutions already crafted through intrapersonal bargaining.  Interventions designed to assist the future self might even, ironically, transfer wealth (or welfare) from the future to the present while failing to solve the internality problem.  
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� This is a simplification, since some new paternalists also draw on arguments about individuals’ lack of information or poor information-processing skills.  In this article, I will set aside these related but distinct arguments to focus on the problem of intrapersonal conflict and choice.


� Gruber and Koszegi briefly consider the possibility of intrapersonal bargains, but then dismiss it on grounds of unenforceability (1286).  Intrapersonal bargains play no role in their model.


� Elster (1985) adopts a similar approach, but does not “indulge in talk about ‘successive selves,’ either metaphorically or literally” (235).  Still, he does countenance a “split” in the self that is “carried along with the person as he moves on in time” (235).


� Kivetz and Simonson (2002) and Lascu (1991), among others, document the importance of guilt as a motivation in decision-making.


� What is described here, quasi-hyperbolic discounting, differs from true hyperbolic discounting, which will be discussed below.


� QWhat is described here, quasi-hyperbolic discounting, differs somewhat from true hyperbolic discounting, which will be discussed below.


� See, for example, Boomer v. Atlantic Cement Co., 26 N.Y. 2d 219,  257 N.E. 2d 870; 309 N.Y.S. 2d 312 (NY Court of Appeals 1970).


� I ignore, for the time being, the possibility of the factory paying the residents to move away in expectation of a reduced tax burden.


� Assuming consumption of the Twinkie and implementation of a countermeasure are mutually exclusive.  If not, then the question is whether the benefit of the countermeasure is great enough to justify its cost.


� Benabou and Tirole (2004), drawing on Ainslie, present a model of self-control in which agents have imperfect recall of their previous lapses.  It is unclear whether Ainslie considers imperfect recall necessary for his conclusions.  


� Consider Schelling’s (1960) notion of limited war, which Ainslie (2000, 100) describes as the relationship of “bargaining agents who have some incompatible goals but also some goals in common.”


� I call the added gains from trade “illusory” because they do not correspond to the creation of any greater satisfaction compared to the pre-tax situation, but instead are the gains from tax avoidance
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